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i;"? this article it is assumed that the modern lexicographer.who is drafting the plan of especially a new dictionary for a
particular language will have electronic corpora at his/her disposal.
An electronic corpus can be defined in an oversimplified way as a com-
puterised collection of texts. The total number of running words, or
"tokens," in all those texts together, corresponds to the size of the cor-
pus, while the total number of different words are referred to as
"types." For instance, a small corpus consisting of 10 chapters of a
Ghent University annual report has 5,502 tokens, but only 1,246 types.
The lexicographer then utilises sophisticated computer interface pack-
ages, called "corpus query tools," to analyse such a corpus in various
ways. Firstly, the total number of occurrences of a particular word, the
"raw frequency," and the spread of that word across texts are studied.
For example, from Table 1, which shows the top 10 types in the annual-
report corpus, one sees that the word university has a total frequency of
68 (which corresponds to 1.24% of all the tokens in the corpus).

The spread or distribution of university across the different texts
is shown in Table 2. From Table 2 one sees that the spread ofwords can
be studied across texts (16 times in chapter 8, 6 times in chapter 2, etc.)
and text-internally (each stroke in the dispersion plots corresponds to
an occurrence of university) . Raw, across-text and text-internal frequen-
cies assist in making decisions either for inclusion of data in or for omis-
sion from the dictionary. Although frequencies adjusted by text distrib-
ution enable a more detailed analysis, we will use raw frequencies
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Table 1
Top 10 types with their total or 'raw' frequency
# WordFreq.%
1 the4728.58
2 of2043.71
3 and1903.45
4 in1893.44
5 to951.73
6 for921.67
7 a 841.53
8 university681.24
9 research 641.16
10RUG 530.96

throughout this article in order not to burden our reasoning unneces-
sarily.

Secondly, a corpus query tool generates concordance lines
from the corpus in which the word under study is put into context. As
an illustration of the latter, consider Table 3 which displays a selection
of concordance lines generated from a corpus consisting of letters
from the principal to staff members of the University of Pretoria: In
this example the word staff runs from top to bottom on the computer
screen, with contexts given to the left and right of it. The lexicogra-
pher utilises such concordance lines not only to retrieve sense distinc-
tions and to compile definitions, but also to find typical examples of
usage, word clusters, collocations, etc.

In the literature many debates have been conducted on the
ideal size, balance and representativeness of corpora, as well as on how
corpora should be structured to obtain such ideals. See, for instance,
Summers (1993, 186 and 190; 1996, 6), Kilgarriff (1997, 150), Kruyt
and Dutilh (1997, 230) and Kennedy (1998, 20, 52, 56-7, 62, and 73),
for detailed discussions of these issues. In De Schryver and Prinsloo
(2000) the authors opted, in terms of Atkins, Clear and Ostler (1992),
for the concept of an "organic corpus":

... a corpus may be thought of as organic, and must be allowed
to grow and live if it is to reflect a growing, living language. ...
In order to approach a "balanced" corpus, it is practical to
adopt a method of successive approximations. First, the cor-
pus builder attempts to create a representative corpus. Then
this corpus is used and analysed and its strengths and weak-
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nesses identified and reported. In the light of this experience
and feedback the corpus is enhanced by the addition or dele-
tion of material and the cycle is repeated continually. ... In
our ten years' experience of analysing corpus material for lex-
icographical purposes, we have found any corpus — however
"unbalanced" — to be a source of information and indeed in-
spiration. Knowing that your corpus is unbalanced is what
counts. (1,4, and 6, seriatim)

The aim of the present article is to assess the stability of growing organic
corpora for two Bantu languages spoken in South Africa, namely Sepedi
(S32) and Xitsonga (S53).1 It should be clear that corpus stability is or-
thogonal to corpus balance and representativeness. Since a detailed
analysis of the different and often conflicting interpretations of the lat-
ter terms lies beyond the scope of this article, we will only focus on issues
of stability, making sure that the small seed corpora with which we start
our study are balanced and representative. More specifically, the stability
of growing organic corpora will be assessed in terms of (i) macrostruc-
tural decisions on the inclusion versus omission of lemmata, as well as
with respect to dealing with verbal and nominal derivations, and (ii) mi-
crostructural decisions when it comes to the selection of idioms, clus-
ters, collocations and examples. Testing the stability of growing organic
corpora in terms of (i) and (ii) entails a series of stability tests in order
to determine whether or not substantial enlargements of corpora, or
even doubling or tripling of their size, will substantiate conclusions
which were drawn at earlier stages in the development of these corpora.
The degree of stability between different stages in the growth of an or-
ganic corpus will be an indication of the extent to which lexicographers
can draw certain macro- and microstructural conclusions. This simply
means that if a high percentage of stability is found, substantial conclu-
sions can be drawn from a relatively small-size corpus, but if diis per-
centage is low, lexicographers should refrain from drawing certain con-
clusions until the corpus has been increased substantially. Conversely,
however, blindly increasing corpus sizes — as if "bigger" automatically
implied "better" — does not necessarily result in more trustworthy con-
clusions. Indeed, the need we have suggested of monitoring growing or-
ganic corpora, and die need for stability tests similar to those we have
been conducting for the past few years, became painfully obvious during

'The codes between brackets refer to the (somewhat outdated) classification of
the Bantu languages introduced by Guthrie (1948).
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a recent presentation by MacLeod and Grishman (2000). In this presen-
tation the authors illustrated how an increase in the Brown Corpus
(which is generally regarded as well balanced) of 1,329% (thus more
than thirteen times) resulted in a skewed or inadequate corpus:

... the make-up of the POS corpus, with its preponderance of
newspaper text, skewed the choice of high-frequency verbs.
This can be seen by comparing the frequency-ranked list from
this corpus with that from Brown, a more balanced corpus.
Among the top 50 verbs from our corpus, quite a few (busi-
ness-related) verbs were not in the top 50 from Brown, includ-
ing sell, rise, buy, pay, and increase. In fact, some were not
even in the top 750 from Brown, such as post, boost, invest,
value, and resign. (142)

It stands to reason that such a situation should be avoided in the cre-

ation of the proposed American National Corpus (ANC) . It is one
thing to point out the need to perform stability tests on growing or-
ganic corpora but another thing entirely to pinpoint the adequate
quantitative measure (s) to actually compare corpora. Since most cur-
rent descriptions of corpora are "textual," Kilgarriff rightly concludes
in a recent state-of-the-art article that "[cjorpus linguistics lacks a vo-
cabulary for talking, quantitatively, about similarities and differences
between corpora" (2000, 38). From the extensive survey he presents, it
is clear that the answer to the question, "In what ways do two corpora
differ?" has been addressed by numerous researchers in various fields.
Critically reviewing all major approaches, he convincingly shows that
the most suitable technique is the Mann-Whitney (also known as
Wilcoxon) ranks test. Yet, moving to the more ambitious question of
"How does one measure corpus similarity?" he notes that almost no re-
search has been done. Besides his own work, to which we will refer
below, Kilgarriff has only found four attempts: in the field of general
corpus linguistics, Johansson and Hofland (1989) use rank orders of
the most common items to compare different genres; in the field of in-
formation theory, Roukos (1996) explores how varying corpora results
in different perplexities; in the field of speech recognition, Rose and
Haddock (1997) study the impact on system performance when "grow-
ing" their seed corpus; and in the field of parsing, Sekine (1997) uses
subtree frequency lists to study domain dependence. In this article we
argue in favour of employing frequency/rank considerations as crite-
ria towards determining the stability of a growing organic corpus.

The series of stability tests we intend to present have a twofold
nature. First, initial stages of corpora for both Sepedi and Xitsonga
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consisting of 0.85 million words will be compared with a second stage
where these corpora were doubled, and then with the current sizes of
3.66 and 3.27 million running words respectively.2 Secondly, and ap-
proached from a different angle, independent chunks of one specific
corpus will be compared with each other. In addition, special attention
will be given to the degree of stability of highly and seldom used items
at different stages in the development of corpora for both languages,
as well as to cross-comparisons of the degree of stability between these
languages.

Monitoring the stability of the growing organic Pretoria Sepedi Corpus
(PSC)

We can begin by looking at how the growth of the Pretoria Se-
pedi Corpus (PSC) was monitored. The first phase (PSC-Phasel) con-
sisted of 0.85 million tokens. Later, PSC was more than doubled, to
contain up to 1.83 million tokens (PSC-Halfl). A different corpus of
the same size (1.83 million tokens) was subsequently compiled (PSC-
Half2) . Combining the latter two equal-size corpora gives us the cur-
rent size of 3.66 million tokens (PSC-Sum). If one now compares PSC-
Phasel with PSC-Halfl, hence the first stage with the first half in which
it is included, or formulated differently, the first 25% of the corpus
with the first 50% of the corpus in which it is included, one can con-
sider two permutations: Phase 1 compared to Half!, and conversely,
Half! compared to Phasel. Focusing on the rankings of the top 100
items in both corpora, it is important to note what happens to those
items ousted from the top 100 in both permutations. The results are
shown in Tables 4 and 5. From Tables 4 and 5 one sees that doubling
the corpus of 0.85 million does not substantially alter the rank num-
bers of the top 100 items, as the 4 ousted items still retain top rankings
in both permutations.

If one now compares the top 100 items in PSCl-Phasel with the
top 100 in PSC-Sum, or thus the first 25% of the corpus with the full
corpus, one gets the rankings shown in Tables 6 and 7. From Tables 6
and 7 one must conclude that increasing the corpus of 0.85 million

2ThC sizes of our organic corpora are in constant evolution. For the latest de-
velopments, we refer the reader to our Home Page: http://www.up.ac.za/aca-
demic/Iibarts/afrilang/eIcforaII.htm
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more than four times does not severely alter the rankings of the top
100 items, as 93% of the top 100 items remain in the top 100.

The result of a comparison between the unrelated halves PSC-
Halfl and PSC-Half2, corpora that have not a single source in com-
mon, is shown in Tables 8 and 9. As expected, comparing two unre-
lated corpora with one another results in more ousted items from the
top 100 than when comparing related corpora. Yet Tables 8 and 9
show that since 84% of items are retained, a well-designed "general Se-
pedi corpus" of nearly 2 million running words is pretty stable as far as
the frequent items is concerned.

We can now extend the previous stability tests to also include
low frequency items. More specifically, we would suggest studying the
"number of items which occur" versus the "number of ousted items," in
comparing different rank ranges (1 to 100, 1 to 1,000, 1 to 10,000, etc.)
of the growing organic PSC. It is important to observe that this is a very
strict comparison, because if an item falls outside the specific range
with as little as one position (e.g., ousted from rank 100 to 101) it is re-
garded as an instability. Comparing PSC-Phasel with PSC-Sum results
in the data shown in Figure 1 . Figure 1 suggests that a general Sepedi
corpus of 0.85 million already correctly lists more than 80% of the top
1,000 items, but also that a corpus of that size only includes 60% of the
less frequent items.

If one follows the same approach for comparing the two unre-
lated half-corpora, one gets the results shown in Figure 2. From the
data in Figure 2 one must conclude that even unrelated medium-size

O
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100 1000 10000 20000 30000

P1 vs. S 18.5 26.1 33 38.2

Rank ranges (rank 1 to 100:1000:10000:20000:30000)

Figure 1
Ousted items when comparing rank ranges of PSC-Phase 1 with PSC-Sum
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Figure 2
Ousted items when comparing rank ranges of PSC-Halfl with PSC-Half2

corpora share 70% of the top 1 ,000 items, but differ substantially when
it comes to the less frequent items. In order to determine how "unre-
lated" these half-corpora really are, and thus to attain a measure of the
degree of corpus similarity/dissimilarity between the two halves, they
were subjected to a different set of tests. Kilgarriff and Salkie formu-
late the issue regarding the similarity of corpora as follows:

How similar are two corpora? Does it matter whether lexicog-
raphers use this corpus or that, or are they similar enough for
it to make no difference? ... When a corpus is represented as a
frequency list, much information is lost, but the tradeoff is an
object that is susceptible to statistical processing. Word fre-
quency lists are easy to generate, so measuring corpus similar-
ity based on them will be viable in many circumstances where a
more extensive analysis of the two corpora is not possible.
(1996, 121)

Furthermore, Kilgarriff adds in a follow-up article:
The comment has been made that lemmas, or word senses, or
syntactic constituents, were more appropriate objects to count
and perform computations on than spelt forms. This would in
many ways be desirable. However there are costs to be consid-
ered. (2000, 32)

Kilgarriff goes on to evaluate various candidates for measuring corpus
similarity/ dissimilarity. On the one hand, he considers raw counts of
spelt forms to compute the Spearman rank correlation coefficient,
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and compares the outcome with results from the ?2 test. On the other
hand, he evaluates three cross-entropy measures. He concludes that
"[t]he word frequency measures outperformed the perplexity ones. ...
?2 outperformed Spearman. Thus ?2 is presented as a suitable mea-
sure for comparing corpora, and is shown to be the best measure of
those tested" (2000, 37 and 39, seriatim). In order to compare the two
halves of PSC, we will therefore use ?2 calculations.

In terms of Kilgarriff and Salkie one can firstly check if the two
half-corpora are perhaps not by accident drawn from the same popu-
lation. Calculating the ?2 statistic (on 100 degrees of freedom [DF])
for the difference between the word-frequency lists of PSC-Halfl and
PSC-Half2, gives 46,815. The critical value on 100 DF at the 99% sig-
nificance level is 135.8, so PSC-Halfl and PSC-Half2 obviously do not
comprise words randomly drawn from the same population. In other
words, the ?2 statistic shows what we already knew, namely that both
unrelated half-corpora cover a large range of very different registers.

Kilgarriff and Salkie argue convincingly that a measurement of
corpus similarity/dissimilarity must be preceded by a measurement of
corpus homogeneity/heterogeneity, for it makes no sense to compare,
for instance, a homogeneous corpus with a heterogeneous one. The core
of their strategy is "to calculate ?2 for (sub) corpus pairs, but then, rather
than comparing it with a critical value based on the null hypothesis, [to]
compare it with the ?2 value for other (sub)corpus pairs" (1996, 124).
PSC-Halfl was therefore divided into 6 equal-size chunks, the chunks
were randomly placed in one of two sub-corpora, the word-frequency
lists for the two sub-corpora were produced, and the ?2 statistic for the
difference between the two word-frequency lists was calculated on 1 ,000
DF. This gave a ?2 statistic of 25,279. The same procedure was repeated
two more times with different random halves, resulting in ?2 statistics of
23,093 and 20,767. On average the ?2 statistic for PSC-Halfl is therefore
23,046. %2-scores normalised by the degrees of freedom are called CBDF
(Chi By Degrees of Freedom) by Kilgarriff and Salkie and "CBDF figures
tend to be in the range 1-50" (1996, 124). The CBDF value for PSC-
Halfl, or thus the homogeneity/heterogeneity figure for PSC-Halfl, is
23.0, which tells us that this half-corpus is quite heterogeneous.

The same approach can be followed to calculate the homo-
geneity/heterogeneity figure for PSC-Half2. The CBDF value for this
second half-corpus turns out to be 50.4, pointing to a very heteroge-
neous half-corpus. Since homogeneous religious texts make up a con-
siderable percentage of PSC-Half2, while such texts are not included in
PSC-Halfl , this high heterogeneous value is not surprising.
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In order to calculate the degree of similarity/dissimilarity be-
tween the two half-corpora, random sub-corpora were taken from the
respective halves, and the ?2 statistic for the difference between their
respective word-frequency lists was calculated. This was again repeated
twice, resulting in an average CBDF value of 45.2. As this CBDF value is
high, the two half-corpora are thus very dissimilar.

As far as the interactions between corpus homogeneity/hetero-
geneity on the one hand (Halfl = 23.0, Half2 = 50.4), and corpus simi-
larity/dissimilarity on the other hand (Halfl vs. Half2 = 45.2) are con-
cerned, we can claim that while both half-corpora are heterogeneous
and dissimilar, Halfl roughly falls in the range of "more general"
Half2. Formulated differently, while the two halves are very unrelated
(the dissimilarity value between the two halves is nearly as high as the
heterogeneity value of Half2), there is a (high frequency) core of
items which, it seems, will be present in any Sepedi corpus. The core of
the "growing organic PSC" can therefore once more be considered to
be very stable.

If one now compares the items in the different rank ranges of
PSC-Halfl, or, respectively, of PSC-Half2, to those in PSC-Sum, one
gets the results shown in Figures 3 and 4. The data from both Figures 3
and 4 show an amazing consistency, as both graphs level off at the
30%-ousted-items level. As both half-corpora contain nearly 2 million
words, these graphs indicate that Sepedi corpora of nearly 2 million
words already correctly list 80% of the top 20,000 items, and include
up to 70% of the less frequent ones.
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100 1000 10000 20000 30000 40000 50000 60000

m vs. s 6 14 17.8 20,8 23,2 27,4 30,5 30,2
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Figure 3
Ousted items when comparing rank ranges of PSC-Halfl with PSC-Sum
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Figure 4
Ousted items when comparing rank ranges of PSC-Half2 with PSC-Sum

To conclude this section, consider Figure 5 as a summary of Fig-
ures 1 to 4. Three conclusions can be drawn from the combined data

presented in Figure 5. First, small corpora (Phasel) suffice when one
only needs a very limited number of high-frequency items. Second, the
highest instability is found when two unrelated medium-size corpora
(Halfl and Half2) are compared with one another. All other compar-
isons are much more stable, as the sub-corpora stand in a part-whole
relationship. Third, the highest stability is found when a relatively
large corpus (Sum) is compared with its medium-size halves (Halfl
and Half2) . Furthermore, even though such halves may be very dissim-
ilar (cf. the CBDF value of 45.2 above), the two bottom graphs in Fig-
ure 5 clearly reveal the stability of a well-designed growing organic cor-
pus from the moment the corpus reaches a "considerable size." In the
case of a Bantu language with the same degree of conjunctiveness/dis-
junctiveness as Sepedi, it can be expected that well-designed "general
corpora" of 2 million running words can be considered to be "stable"
for both frequent and less frequent items.3 Formulated differently,
doubling the size of such well-designed corpora will not substantially
alter the stability of the "growing organic corpus."

3If one considers the Bantu languages as a whole, one sees that for some a tra-
dition of writing words conjunctively has developed, while others are written
disjunctively. This is why the number of words for a simple sentence like "I
know you" (three words in English) might be anything from one to four words
in a Bantu language:
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Figure 5
Ousted items when comparing rank ranges of the growing organic PSC

So far, we have first looked at the stability of high-frequency
items, and then included stability tests on low-frequency items. In fact,
the high/low-frequency contrast is often approximated by linguists by
referring to two very different types of lexemes, "function/form
words" versus "content words":

[F] unction words appear much more often than content
words such as nouns and verbs. (Bell and Witten [ 1988, 9] )

[T] here is the possibility of comparing corpora both in terms
of form (looking at the very common words which are pre-
dominantly closed-class, "grammatical," form words) and in
terms of content (excluding the most common words, thus

isiZulu
(S42)

Cilubà
(LSI)

Sepedi
(S32)

Ngiyakwazi
? know you'

Ndi mukumanyè
? know you'

Ke a go tseba
? know you'

Ngir
T

Ndi
? am'

Ke
T

-yor
'[près/
Mu-
T

'[près.]

-ku-

'you'
-ku-
'you'

go
'you'

-azi

'know'

-manye
'know'

'know'

In isiZulu and Cilubà "words" are written conjunctively, while in Sepedi
"words" are written disjunctively. But even among conjunctive orthographies
there is a "degree of conjunctiveness," where isiZulu is more conjunctive than
for instance Cilubà.
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looking at predominantly open-class, "lexical," content words) .
(Kilgarriff [1997, 125])

In Table 10 the stability of three randomly selected function/form
words and three randomly selected content words is analyzed. From
Table 10 it is clear that there are no big differences in the stability pat-
tern between the randomly selected function/form and content words.

Macrostructural repercussions of querying the growing organic PSC

One can now consider the repercussions for Sepedi lexicogra-
phy of the observed stabilities of the growing organic PSC. The first
major problem with which any lexicographer is confronted on the
macrostructural level, is well noted in the literature:

One of the basic problems of lexicography is to decide what to
put in the dictionary and what to exclude. (Tomaszczyk [1983,
51])

Selection is guided by usefulness, and usefulness is deter-
mined by the degree to which terms most likely to be looked
for are included. (Gove [1961, 4a])

Lexicographers constantly have to make pragmatic decisions
on what to include in a dictionary to conform to the dictates
of space available. (Walter [1996, 640])
The decision what to include in the dictionary still has to be
made by the lexicographer himself, however, and this depends
in turn upon the nature and size of the dictionary and its in-
tended users. In this respect lemmatised frequency-lists can be
a further help .... we have reached a stage where co-operation
between man and machine is useful and perhaps indispens-
able in making better dictionaries. (Martin and others [1983,
81-2,87])

Formulated differently, in order to decide what to put in and what to
exclude from a useful paper dictionary, lemmatized frequency lists
may be advanced as a guideline. A lemmatized frequency list can be
obtained from word-frequency studies conducted on a lemmatized
electronic corpus. For a disjunctively written language such as Sepedi,
this required lemmatization is virtually non-existent, as all corpus types
are potential candidates for inclusion into the dictionary as lemma
signs. This simply means that the lemma-sign list of a Sepedi dictionary
can directly be based on frequency considerations. One can for in-
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stance decide on a certain threshold for inclusion, say, "all items with a
frequency of at least X in corpus Y, will be considered for inclusion." In
this respect, it is important to consider the percentage of hapax legom-
ena of the growing organic PSC, as an indication of a potential cut-off
point for decisions on inclusion in the lemma-sign list, and, hence, as
an indication of the border of high frequency items. The term "hapax
legomena" refers to those items which appear only once in a corpus.4
The different hapax values in the growing organic PSC are shown in
Figure 6. As Figure 6 shows mat the hapax values do not substantially
vary across the growing organic PSC, a threshold or cut-off frequency
at "one occurrence in the corpus" will always give the same percentage
of items to be considered for inclusion in the dictionary.

For thresholds other than one, it is imperative that Zipf 's find-
ing be confirmed. In the 1930s Zipf (1935) studied, inter alia, the rela-
tion between the rank order of an item in a word-frequency list and
the number of occurrences of that item in a text. This study led him to
postulate his now-famous "law" which holds that there is a constant re-
lationship (c) between the frequency of use (f) of a word in a text and
the rank order (r) of that word in a word-frequency list (f.r=c) (Zipf
[1949]). In simple terms Zipf's law means that:

In a Zipfian distribution, the most common item has twice as
many occurrences as the second most common, three times as

Figure 6
Hapax legomena in the growing organic PSC

4The Greek hapax legomenon (singular of hapax L·gomena) translates literally as
'something said only once.'
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many as the third, a hundred times as many as the hundredth,
a thousand times as many as the thousandth, and a million
times as many as the millionth. (Kilgarriff [1997, 136])

However, since empirical data do not follow this pattern exactly, Man-
delbrot (1952) introduced two extra parameters to improve the fit of
the distribution. Many a scholar has tried to explain the rationale be-
hind the Zipf-Mandelbrot relation, some with inconclusive results (e.g.,
Sharman [1989] ; Baayen [1993] ) , and some with a more impressive ap-
proach (e.g., Bell and Witten [1988] ) . Bell and Witten point out that:

It has often been noticed that when words occurring in nat-
ural-language texts are tabulated in rank order and their fre-
quencies plotted, a characteristic hyperbolic shape is ob-
tained. ... Zipf (1902-1950), collected a remarkable variety of
hyperbolic laws in the social sciences. Their ubiquity was at-
tributed to a general "principle of least effort." (1988, 10)

Bell and Witten then convincingly show that the Zipf curve is easily
achieved by simple random processes, so that there is no need for a
teleological "principle of least effort." They therefore righdy question
"the validity of interpretations of observed hyperbolic rank/frequency
distributions as manifestations of purposeful, or even evolutionary, be-
havior" (1988, 14). Yet, the researchers were less successful in explod-
ing the "Zipf myth," for their specially-trained monkeys (actually com-
puter simulations) still randomly generated spaces (and lower-case
letters) according to their natural frequency in English. Whether a
corpus consists of natural words or monkey-generated ones is of no sig-
nificance; the point is that the Zipf hyperboles are there and remain a
useful model. In fact, Bell and Witten provide the initial impetus as to
the "why" of the law:

[T] he probability of generating a long string of letters is a de-
creasing function of the length of the string, while the variety
of long strings is far greater than the variety of short strings
that are available. Consequently both the rank of a word and its
frequency are determined by its length, for the monkeys, and
— as Zipf and many others have observed — for English too.
And the nature of the dependence is such that the product of
rank and frequency remains roughly constant. (1988, 12)

Graphically, f.r=c is the equation of an orthogonal hyperbole with the
abscissa and ordinate as asymptotes. Zooming in on the section of a
Cartesian grid with abscissa values 0-1,000 and ordinate values
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Figure 7
Zip's law (f.r=c) for PSC-Phase 1
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Figure 8
Zip's law (f.r=c) for PSC-Sum

0-50,000, and this for both PSC-Phasel and PSC-Sum, results in the
hyperboles shown in Figures 7 and 8. As expected, both PSC-Phasel
and PSC-Sum reflect Zipf 's law. Nonetheless, giving heed to Bell and
Witten's monkeys, we must make sure that Figure 8 could have been
predicted from the data presented in Figure 7. PSC-Sum (with 3.66
million words) is roughly four times larger than PSC-Phasel (with 0.85
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million words) , so the quotient of their Zipf constants should also be
four. Since f PSC-sumr psc-sum=324,614 and fpsc-phasei1" psc-phaSei=81,065, the
quotient is 4.004. One must therefore conclude that Zipf 's law holds
extremely well for the growing organic PSC, so any threshold or cut-off
frequency will always give the same percentage of items to be consid-
ered for inclusion in the dictionary.

All these observed stabilities of the growing organic PSC there-
fore support the method of compilation which has been followed so
far in producing dictionaries for Sepedi. In 1996 the first corpus-based
Bantu-language dictionary, the New Sepedi Dictionary (Prinsloo and
Sathekge), was published. The macrostructural selection of that mini
dictionary was based on PSC-Phasel (with a threshold of at least 8 oc-
currences). Then, in 1997, the macrostructure of the pocket Popular
Northern Sotho Dictionary (Kriel, Prinsloo, and Sathekge), was based on
PSC-Halfl (with a threshold of at least 5 occurrences) , and in 2000,
PSC-Sum (with a threshold of at least 4 occurrences) was consulted in
compiling the macrostructure of the desk-size unidirectional Sepedi
— English dictionary SeDiPn 1.0 (Prinsloo and De Schryver). From the
foregoing it should be clear that almost all the lemma signs of the first
dictionary are roughly included in the second one, and likewise the
lemma signs of the second roughly in the third. This consistency is a
direct result of the observed stabilities of the growing organic PSC.
The observed stabilities moreover led us to explicitly mark lemma-sign
frequencies in SeDiPro 1.0. Indeed, following the Beknopt woordenboek
Cilubà — Nederlands (De Schryver and Kabuta [1998]), SeDiPro 1.0 be-
came the second Bantu-language dictionary in which the top-fre-
quency lemmata are indicated by means of a four-way frequency cate-
gorization: the top 200, the top 400, the top 600, and those lemmata
without a frequency indication. As far as we know, the Beknopt woorden-
boek Cilubà — Nederlands and SeDiPro 1.0 evince the first attempts ever
to include frequency-of-usage information in Bantu-language diction-
aries to further enhance the macrostructural reference quality, and as
such the monitoring of growing organic corpora enabled us to follow
the trend set by such revolutionary dictionaries as COBUILD2 (Sin-
clair [1995]) orLDOCE3 (Summers [1995]).

Microstructural repercussions of querying the growing organic PSC

As a randomly selected microstructural issue that can be deter-
mined while monitoring the growing organic PSC, one may look more
closely at idioms. An oversimplified approach to the term and concept
idiom has been attempted by Moon:
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Idioms can be taken here as multi-word units which are non-
compositional and typically metaphorical or lexicogrammati-
cally ill-formed in the broadest sense: that is, their meanings
cannot be derived from the meanings of their constituent
words and morphemes. ... Idioms are fossilized units, re-
stricted collocations with specialized and idiosyncratic mean-
ings, which lie outside the general grammar of the language
.... (1996,245)

It is, however, generally known among corpus linguists that corpora
must be extremely large in order to study idioms. In this respect Moon
(1996, 252) observes that 30% of the idioms listed in the Collins
COBUILD Dictionary of Idioms (Potter 1995, 252) "occur less often than
once per 10 million words in The Bank of English." Similarly, querying
the Italian Reference Corpus when it consisted of approximately 15
million tokens, Cignoni and Coffey found that:

... a not insignificant number of idioms were absent from the
corpus we were consulting. Also, there were low numbers of
occurrences for many idioms (in almost 50% of those found
there were only 5 occurrences or less). (1998, 297)

The message to Bantu-language corpus linguists is therefore clear: as
sizes of first-generation Bantu-language corpora are small at present
(see also De Schryver and Prinsloo [2000, forthcoming a and b];
Prinsloo and De Schryver [forthcoming a and b] ) , idiom frequencies
in such first-generation corpora will be extremely low or even zero.
One could, however, expect that doubling or tripling a small-size cor-
pus with a few occurrences of a particular idiom, will also see a dou-
bling or tripling of the occurrences of that particular idiom.

In order to test this hypothesis, PSC-Phasel was queried for the
randomly selected idiom monna ke nku, o Hela teng 'a man is like a
sheep, he does not show his feelings (he cries inside).' In the 0.85-mil-
lion-large PSC-Phasel, three occurrences were found of this idiom. It
was estimated that if the corpus should grow to at least twice the size of
PSC-Phasel, the occurrences of this idiom would multiply accordingly.
Querying PSC-Halfl (1.83 million) rendered 15 occurrences. Since
PSC-Phasel is included in PSC-Halfl, it is important to check the oc-
currences in the unrelated PSC-Half2 (1.83 million). Running the
query for this idiom produced 9 extra occurrences in PSC-Half2. All
the concordance lines for this idiom in the growing organic PSC are
shown in Table 11. Note especially the occurrences in the different
(sub-) corpora, as indicated by /'. The concordance lines listed in
Table 1 1 for the idiom monna ke nku (, o Hela teng), aimed at monitoring
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the stability in the growth of PSC, indeed confirm that this corpus is
stable. Even in PSC-Phasel it was correctly predicted that doubling the
corpus should more or less result in twice the number of occurrences
of the idiom. The two half-corpora themselves also roughly contain
half the occurrences (15 and 9 respectively) of the occurrences in
PSC-Sum (24). Therefore, the decision to select this idiom for inclu-
sion in a dictionary's microstructure on the basis of its high frequency
in a small-size corpus (for 3 occurrences of an idiom in 0.85 million to-
kens is high!), is substantiated when monitoring the stability of the
growing organic PSC.

Monitoring the stability of the growing organic Pretoria Xitsonga
Corpus (PXiC)

Just as for PSC, the first phase of the Pretoria Xitsonga Corpus
(PXiC-Phasel) consisted of 0.85 million tokens. This corpus was in-
creased to 3.27 million tokens (PXiC-Sum), and then split into equal-
size halves, respectively 1.64 million tokens (PXiC-HaIfI) and 1.63 mil-
lion tokens (PXiC-Half2) . In order to present the statistical
monitoring of the growing organic PXiC, we will immediately cross-
compare the various stability outcomes for PXiC with those for PSC.

If we consider the ousted items when comparing different rank
ranges of the growing organic PXiC, we see a pattern very similar to the
one we saw while monitoring the growth of PSC. This can be seen from
Figures 9 through 12, where the data for both PXiC and PSC have been
presented together. Considering the fact that Sepedi and Xitsonga are
totally unrelated Bantu languages, the similarities one observes be-
tween the stability-monitoring graphs for both languages are astonish-
ing. This is even more obvious when one brings — by analogy with Fig-
ure 5 — Figures 9 through 12 together for Xitsonga, as done in Figure
13. From the combined Xitsonga data presented in Figure 13, similar
stability conclusions as for PSC can be drawn. The two bottom graphs in
Figure 13, for example, once more clearly reveal the stability of a grow-
ing organic corpus from the moment a well-designed corpus reaches a
"considerable size." As Sepedi and Xitsonga have roughly the same de-
gree of conjunctiveness/disjunctiveness, the two bottom graphs again
indicate that, for such languages, well-designed "general corpora" of 2
million running words can be considered to be "stable" for both fre-
quent and less frequent items. This, however, does not mean that one
should not attempt to actually compile well-designed bigger corpora. It
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Figure 9
Ousted items when comparing rank ranges of Phase 1 with Sum
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Figure 10
Ousted items when comparing rank ranges of Halfl with Half2

remains true that in order to provide enough macro- and microstruc-
tural data for lexicographers, corpora should preferably run into tens if
not hundreds of millions of tokens. Indeed, as far as the macrostruc-
tural level is concerned, Sinclair writes in the front matter of
COBUILD2: "Many words for which we had very little evidence in the
20 million word corpus have been included in this dictionary because
we now have much more information about mem" (1995, viii). Moving
to the microstructural level he claims: "[T] he larger corpus enables us
to make statements about the meanings, patterns, and uses of words
with much greater confidence and accuracy of detail" (1995, viii).
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Figure 11
Ousted items when comparing rank ranges of Halfl with Sum
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Figure 12
Ousted items when comparing rank ranges of Half2 with Sum

Finally, the results of monitoring the percentage of hapax
legomena in the growing organic PXiC are shown in Figure 14. Just as
for PSC, Figure 14 shows us that the hapax values do not substantially
vary across the growing organic PXiC. In addition, cross-comparing
the hapax values for Sepedi with Xitsonga reveals that the hapax value
for Xitsonga is just slightly higher (2%) . Again, we must conclude that
a threshold or cut-off frequency at "one occurrence in the corpus" (or
any other cut-off frequency, since Zipf 's law holds for the growing
PXiC as well) will always give the same percentage of items to be con-
sidered for inclusion in the dictionary.
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Ousted items when comparing rank ranges of the growing organic PXiC

Figure 14
Hapax legomena in the growing organic PXiC

Macrostructural repercussions of querying the growing organic PXiC

One can now consider the repercussions for Xitsonga lexicog-
raphy of the observed stabilities of the growing organic PXiC. As a ran-
dom macrostructural issue, one can look into the implications of or-
ganic corpus data for frequency-based tail slots. Such slots were
introduced by the authors (see De Schryver and Prinsloo [forthcom-
ing a] ) as an answer to the longstanding debate on how to successfully
lemmatise the numerous possible verbal and nominal derivations of a
Bantu verb's formal radical, and this in order to compile a user-
friendly product and to stay within the physical limitations of a paper
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dictionary. A "frequency-based tail slot" (FBTS) can be defined as a
slot at the end of an article headed by a verb's formal radical (+ final).
This tail slot lists all the frequent derivations that are linked to this
head, whilst the articles of the derivations themselves are to be found
under their proper alphabetical positions (with cross-references back
to the head) . In terms of Gouws and Prinsloo, FBTS's mediostructure
(that is FBTS's system of cross-referencing) "is highly successful in in-
terconnecting the knowledge elements represented in different sec-
tors of the dictionary on several levels of lexicographic description to
form a network" (1998, 31).

We will illustrate FBTS for the most frequent verbal root (= for-
mal radical + final) in Xitsonga, namely famba 'go (on foot), walk,
march.' If one would apply an FBTS for this verb based on PXiC-
Phasel, one would need to consider the items and frequencies shown
in Table 12.5 From Table 12 it is clear that a dictionary based on PXiC-
Phasel would have to lemmatize the verbal root famba together with

Table 12
Frequency-based tail slots: %lmb*inPXiC-Phase1 (0.85 million)
RankItemCount

59famba1,480
603famMsa121
978vafamM70
1,168tifambeL·59
1,338mufamMsi51
1,502fambela44
2,062fambaka30
2,466vafambisi25
2,708fambisiwa22
2,814fambelana21
4,707fambafamba11
5,195mufamM10
5,582mafamba9
5.938fambelanaka8
5.939famMsaka8
6,077mafambele8

5In this and the next two tables it is assumed that the dictionary compilers de-
cided on a threshold or cut-off frequency of 10 occurrences per million run-
ning words in the respective corpora.
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the listed 15 most frequent derivations. In order to test the stability of
the growing PXiC as far as FBTSs are concerned, we can now consider
those items that would have to be lemmatized according to PXiC-
Halfl, PXiC-Half2, and PXiC-Sum, as shown in Table 13. Although the
items listed in Table 13 are derived from corpora which are two to four
times larger than the corpus queried in Table 12, one sees that all de-
rivations from Table 13 are included in Table 12! This is shown
schematically in Table 14. From Table 14 it is clear that the top deriva-
tions are the same in all corpora, with PXiC-Phasel having a few extra
items in the lowest frequency range.

Applying an FBTS based on PXiC-Sum for the root famba in a
Xitsonga — English dictionary can for instance be as shown in Figure
15. Although each lemma sign can be found under its proper alpha-
betical position, a user who consults the root will immediately find all
the frequent derivations (and hence all the derivations included in the
dictionary) in die tail slot. Conversely, a user can look up all the fre-
quent nominal and verbal derivations directly, and find a cross-refer-
ence back to the root. The data from Table 14 show that an FBTS that
would have been based on PXiC-Phasel or on the two very different
PXiC-Halves, would not have differed greatly from Figure 15.

So far, the statistically observed stability of the growing organic
PXiC has been confirmed with an FBTS for the high-frequency root
famba. It should however be determined whether the same stability can
be attested by a range of verbal roots chosen across the frequency spec-
trum. Two extra verbal roots were randomly selected, namely nyika 'give'
(which is only half as frequent as famba) and rhwala 'carry' (which is
over ten times less frequent than famba) . The results are tabulated in Ta-
bles 15 and 16 respectively. From Tables 15 and 16 we can once more
conclude that the top derivations are the same in all corpora. Even
FBTSs based on PXiC-Phasel are already close to the desirable ones (the
last columns in Tables 15 and 16), and FBTSs based on PXiC-Halves are
nearly as desired. These data amply indicate that conclusions drawn
from small-size corpora, and certainly corpora of 2 million running
words, can be substantiated when the corpora are substantially enlarged.

Microstructural repercussions of querying the growing organic PXiC

Moving to the microstructural level, one can consider as a ran-
dom illustration of the observed stabilities of the growing PXiC, the or-
ganic microstructural data of the article xava 'buy, acquire.' Say a
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Table 14
Frequency-based tail slots: *famb*in the growing PXiC

Rank
PXiCSumPXiC-PXiC-PXiC- PXiC-
ItemCountPhaselHalflHalf2 Sum

68
660
899

1,254
1,519
1,644
1,805
2,272
2,293
2,414
4,128
4,270
5,446
6,227
6,440
12,509

famba
fambisa
mufamMsi
tifambeL·
vafamMsi
fambaka
fambeL·
famMsiwa
fambeL·na
vafamM
fambafamba
fambisaka
fambeL·naka
mafambele
mufambi
mafamba

5,086
400
283
197
157
143
128
95
94
89
46
44
32
27
26
10

/
/
/
/
/
/
/
/
/
/
/
/
/
/
/
/

/
/
/
/
/
/
/
/
/
/

/

/

/
/
/
/
/
/
/
/
/
/
/
/
/
/

/
/
/
/
/
/
/
/
/
/
/
/
/

Jamba [v.] 'go (on foot), walk, march'
> fambafamba; fambaka; fambela; fambelana; fambelanaka; fambisa;
fambisaka; fambisiwa; mufambisi; tifambela; vafambi; vafabisi
fambafamba [v. < famba] 'go for a walk, walk along, stroll'
fambaka [v. < famba] 'in the process of going, be going'
fambela [v. < famba] go on behalf of someone, go to, leave for
fambelana [v. < famba] 'understand one another; correspond'
fambelanaka [v. < famba] 'understand one another; correspond'
fambisa [v. < famba] 'make/cause to go; govern'
fambisaka [v. < famba] 'conduct, lead'
fambisiwa [v. < famba] 'make/cause to go'
mufambisi [n. cl.l< famba] 'leader, guide'
tifambela [v. < famba] 'go one's way, walk alone; get off, walk away'
vafambi [n. cl.2< famba] 'those who walk, travellers'
vafambisi [n. cl.2< famba] 'leaders, guides'

Figure 15
Applying an FBTS based on PXiC-Sum for the root famba in a Xitsonga —
English dictionary



Table 15
Frequency-based tail slots: *nyik* in the growing PXiC

PXiC-SumPXiC-PXiC-PXiC-PXiC-
RankItemCountPhase 1 HalflHalf2Sum

139nyika2,291/ / / /
565nyikiwa471/ / / /
580tinyiko458/ / / /
855nyiketa299/ / / /
864nyiko296/ / / /
932nyikile275/ / / /
1,368tinyiketa176/ / / /
1,375nyikeke175/ / • /
1,383nyikiwile174/ / / /
1,389nyikaka173/ / / /
1,471nyike163/ / / /
2,037nyiki110/ / / /
2,265nyikiweke96/ / /
3,173tinyiketile65/ / • /
3,468n^'tóí'fe58/ /
3,806¿¿n^'fca52/ / / /
4,011nyikiwaka48/ /
4,161nyikeni46/ / /
4,940nyikiwe37• /
6,294tinyiketeke27/
6,457nyiketiwa26/
7,852n^'fefa20/
8,858nyikeUke17/

Table 16
Frequency-based tail slots: *«/WAt.*iN thegrowing PXiC

PXiC-SumPXiC-PXiC-PXiC-PXiC-
Rank ItemCountPhaselHalflHalf2Sum

610 rhwaL·433/ / • /
3,951 rtazfe49/ / • /
4,237 rhwakla45/ /
5,382 rhwaL·ka33/ / • /
6,270 rhwaleke27/
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corpus lexicographer would firstly be interested in frequent clusters
revolving around the root xava. According to Scott (2000):

Clusters are words which are found repeatedly in each others'
company. They represent a tighter relationship than collo-
cates, more like groups or phrases (but I call them clusters be-
cause these terms already have uses in grammar) .

Atkins and Rundell refer to this phenomenon as "multiword 'chunks' "
being "recurrent phrases of any length" (1999, 9). The top 10 three-
word clusters revolving around xava in PXiC-Phasel are shown in
Table 17. From Table 17 it is clear that the most frequent three-word
cluster revolving around xava in PXiC-Phasel is ku ya xava 'to go and
buy,' closely followed by such clusters as ku ta xava 'to come and buy,'
lava ku xava 'want to buy' or ta xava byalwa 'come and buy beer.' The
latter cluster is even more prominent when one considers the four-
word clusters in PXiC-Phasel, as shown in Table 18. A corpus lexicog-

Table 17
Top 10 three-word clusters revolving around xava in PXiC-PhaseI
(0.85 million)
# ClusterFreq.
1 ku yaxava9
2 kutaxava7
3 lava kuxava7
4 ta xavabyalwa7
5 va taxava7
6 hi kuxava5
7 mi taxava4
8 u yaxava4
9 a taxava3
10ayaxava3

Table 18
Top four-word clusters revolving around xava in PXiC-PhaseI (0.85
million)
# ClusterFreq.
1 kuta xavabyalwa4
2 ufikileaxava3
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rapher with only PXiC-Phasel at his/her disposal might therefore opt
for the clusters ku ya xava 'to go and buy' or ku ta xava byalwa 'to come
and buy beer.' But what if corpora two times larger (PXiC-Halves) or
even four times larger (PXiC-Sum) would have been queried? The dif-
ferent three- and four-word clusters in those corpora are shown in Ta-
bles 19 and 20. From die data in Tables 19 and 20, it is obvious that
with "larger" corpora at his/her disposal, a corpus lexicographer
might have chosen other "frequent" clusters, such as for instance
(lava) ku ya xava '(want) to go and buy' or ku ta xava swakudya 'to
come and buy food.' Yet the cluster ku ta xava byalwa 'to come and buy
beer' remains prominent. This can be confirmed from another angle,
by studying the typical collocates of xava. Our understanding of collo-
cations follows Heid's, who himself took Hausmann's tradition as a
point of departure:

Collocations involve two lexemes ... plus "grammatical words,"
such as determiners, prepositions, etc. ... For ease of refer-
ence, we adopt Hausmann's distinction between base and col-
locate ... The two items participate in a well-formed grammati-
cal construction. (1998, 302)

In the literature, one finds a variety of statistical approaches for mea-
suring co-occurrence, such as the x2-test, t-score, MI (Mutual Informa-
tion) measure, G2 (log-likelihood) statistic, Fisher's Exact method, etc.
(see for instance Church and Hanks [1989]; Church and others
[1991]; Dunning [1993]; Pedersen [1996]; Oakes [1998]). Each of
those approaches gives different results, and lexicographers do not
agree on the most appropriate method. Kilgarriff claims that "it is evi-
dent that MI overemphasises rare terms, relative to lexicographers'
judgements of salience, while ?2 correspondingly overemphasises
common terms" (2000, 11). During a recent state-of-the-art tutorial on
"Tools for Corpus Lexicography" (Evert, Fitschen, and Heid [2000]),
Evert favored log-likelihood. Yet according to Pedersen (1996) exact
probabilities are, compared to, e.g., log-likelihood, better calculated
with Fisher's Exact method. The most popular collocation extractor
among lexicographers probably remains Mutual Information, so we
will use that one. In Table 21 the MI measures for the base xava are
listed, where the software was asked to look up to five places to the left
and up to five places to the right (horizons L5-R5) in PXiC-Sum. As
can be seen from Table 21, byalwa 'beer' ranks among the top collo-
cates. However, since the MI scores are low, the linkages between the
base xava and the collocates are likely to be rather tenuous.
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Table 21
MI measures for the base xava (with horizons L5-R5) in PXiC-Sum
(3.27 million)
# CollocateMI

1 tinguvu 'clothes'2.63
2 byalwa 'beer'2.59
3 nsimu 'land'2.55
4 xavisa 'cause to buy/acquire'2.46
5 foie 'cigarette'2.23
6 mali 'money'2.07

A more straightforward approach is to simply order (potential)
collocates according to their raw frequencies in function of their dis-
tance from the base. This is done in Table 22, where the noun and
verb collocates of the base xava are listed, again with horizons L5-R5.
Table 22 clearly shows that, as far as verb collocates are concerned,
lava 'want' is the most frequent collocate of the base xava. This sub-
stantiates the conclusion a lexicographer might have made based
upon PXiC-Phasel, where one of the top-frequent three-word clusters
was lava ku xava 'want to buy' (see Table 17). When one considers the
noun collocates, one sees that, beside the fact that one needs mali
'money' to buy something and that it is vanhu 'people' who buy, it is
indeed byalwa 'beer' which is most frequently bought. It is interesting
to note that, from the point-of-view of frequency, buying beer takes
preference to buying food, a car and a house respectively!

Combining the data from both frequent clusters and typical
collocations, a corpus lexicographer who has monitored the stability
of the growing PXiC is in a perfect position to choose an example
which is both representative and authentic by simply glancing at a
screenful of concordance lines sorted by the corpus query software.
Doing so, the corpus lexicographer might for instance select the sen-
tence shown below, "copy" it directly from the corpus "and paste" it
into the dictionary being compiled.

Vavanuna a va ta hi xitalo ku ta xava byalwa (= 'Men, we are
coming in numbers to buy beer').

This example is not only natural — as culled from "real" language —
but moreover includes the most frequent cluster and imbeds the most
typical noun-verb collocation for the verb to be illustrated.
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Conclusion

Modem dictionaries are increasingly based on electronic cor-
pora. In many cases such corpora grow at an astonishing rate, often re-
sulting into hundreds of millions of tokens. In our view, far too few
studies are being conducted to monitor the stability of these growing
corpora.

In this article we have tried to address this by firstly looking at a
series of statistical algorithms which are of great value when one wishes
to monitor the stability of growing organic corpora. It was then shown
how these statistical algorithms were used to monitor the growth of Se-
pedi and Xitsonga corpora, two Bantu languages with similar degrees
of conjunctiveness/disjunctiveness. In cross-comparing results for vari-
ous well-designed (sub-) corpora for these languages it was found that
such (sub-) corpora can be considered to be stable from 2 million run-
ning words onwards.

From a lexicographic point of view, the determination of a
number of randomly selected macro- and microstructural issues for
both Sepedi and Xitsonga, revealed that careful decisions drawn on
well-designed small-size corpora can indeed be substantiated when the
sizes of such corpora are increased. Conversely, decisions based on
well-designed medium and larger-size corpora could have been "pre-
dicted" from small-size corpora.

We suggest that corpus compilers constantly monitor their
growing corpora in terms of the methods and criteria which were out-
lined in this article in order to avoid a situation such as reported by
MacLeod and Grishman (2000) where a substantial yet blind enlarge-
ment of the corpus resulted in severe skewing. Monitoring the stability
of a growing organic corpus remains a necessity throughout the entire
lexicographic process.
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